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[bookmark: OBJECTIVE]PROFESSIONAL SUMMARY
1. Highly accomplished Sr. Java Full Stack Developer (11+ years) specializing in building secure, scalable, and high-performance enterprise applications across Banking, Finance, Healthcare, Telecom, and Product-based domains. Strong expertise in Java (21–8), Spring Boot, Microservices, Node.js, React, Angular, GraphQL, and event-driven architectures, with a proven record modernizing legacy system, driving cloud adoption, and improving application performance at scale.
1. Hands-on experience designing and deploying cloud-native platforms on AWS, Azure, and GCP, leveraging ECS, EKS, EC2, Lambda, API Gateway, Aurora, Route53, Kubernetes, Docker, and Terraform. 
1. Skilled in building REST & GraphQL APIs, integrating enterprise systems, and implementing CI/CD pipelines using Jenkins, GitHub Actions, and Azure DevOps.
1. Expert in real-time processing using Kafka, Spark, and streaming microservices, with strong database knowledge across Oracle, PostgreSQL, MongoDB, DynamoDB, Cassandra, and Snowflake. 
1. Demonstrated success implementing HIPAA-compliant and security-driven architectures, applying TDD/BDD, and performing risk-driven design and V&V for healthcare platforms.
1. Experienced in developing iOS Swift applications, integrating mobile flows with backend APIs, implementing FaceID/TouchID, APNs, and delivering modern, intuitive UI/UX with React, Angular, Redux, and SwiftUI. Recently integrated Generative AI tools (Copilot, CodeWhisperer, Tabnine) and ML workflows to accelerate development and enhance automation using Python, TensorFlow, and Scikit-learn.
1. Recognized for end-to-end ownership—from architecture to deployment—mentoring teams, enforcing engineering best practices, and consistently delivering enterprise-grade, cloud-ready, and performance-optimized solutions.

[bookmark: SKILLS]SKILLS

	[bookmark: EXPERIENCE]Programming Language
	Java, J2EE, C, C++, SQL, PL/SQL, Python, Shell Scripting

	Java & Back-End Technologies
	Spring Boot, Spring MVC, Spring Core, Spring AOP, Spring Security, Spring Data JPA, Spring Data REST, Hibernate, JPA, EJB, Servlets, JSP, JSTL, Custom Tag Libraries, JAX-RS, JDBC, JMS, JNDI, JAXB, ActiveMQ, RabbitMQ, Log4j, SLF4J, Spring Actuator, Apache Kafka, Microservices Architecture

	Front-End & Web Technologies
	HTML5, CSS3, JavaScript, TypeScript, Bootstrap, ReactJS, NodeJS, ExpressJS, jQuery, Ajax, JSP, XML, JSON, RESTful APIs, Responsive Web Design

	Frameworks & Stacks
	 MERN Stack (MongoDB, Express, React, Node), MEAN Stack (MongoDB, Express, Angular, Node), Spring Framework, Microservices, Serverless Architecture

	Databases
	Oracle, MySQL, PostgreSQL, DB2, SQL Server, Amazon Aurora, MongoDB, Cassandra, DynamoDB, Redis, Elasticsearch

	Cloud & Containerization
	AWS (EC2, S3, RDS, Lambda, CloudFormation), Microsoft Azure (App Services, Azure SQL Database, Functions), Google Cloud Platform (GCP), Docker, Kubernetes, OpenShift

	DevOps & CI/CD Tools
	Jenkins, Git, GitHub, GitLab, Maven, Gradle, Terraform, Ansible, Nexus, SonarQube, Prometheus, Grafana, ELK Stack (Elasticsearch, Logstash, Kibana)

	MLOps & Machine Learning Integration
	PyTorch, Keras, TensorFlow, Computer Vision, NLP, HuggingFace, OpenAI API, Model Deployment, Data Preprocessing, Model Optimization, BLEU Evaluation, GradCAM, TorchScript, Quantization, Gemini API

	Testing & Quality Assurance
	Celery, CRON Jobs

	Version Control & Build Management
	CVS, ClearCase, SVN, Git, Maven, Gradle

	Operating Systems & Servers
	Windows, Linux, UNIX, Tomcat, Apache HTTP Server, WebLogic, WebSphere, Nginx



PROFESSIONAL EXPERIENCE
Java Full Stack Developer | Regions Bank, New Jersey                                           Feb 2024 - Present
1. At Regions Bank, I worked across several digital banking initiatives where the main focus was bringing reliability, speed, and security to the customer experience. I contributed to multiple parts of the online and mobile banking platform, building features in an Agile/Scrum environment and using TDD to keep the codebase clean and maintainable.
1. A lot of my work centered around backend services. I built Node.js microservices for things like credit scoring, fraud checks, and promotional campaigns—use cases that required fast decisioning and accurate customer data. On the Java side, I developed Spring Boot 3.x microservices that supported core banking functions such as real-time balance updates, funds transfers, bill payments, and loan status tracking. I also built GraphQL APIs using both Node.js and Spring Boot to streamline data access across different banking applications.
1. I spent a good amount of time improving the CI/CD setup. Using Jenkins, GitHub Actions, and Groovy, I automated build and deployment workflows so teams could ship faster and with more confidence. These improvements helped cut release cycles in half and supported zero-downtime deployments—something that’s critical in banking.
1. Cloud modernization was another big part of my role. I helped deploy and optimize microservices on AWS using ECS, EC2, EKS, ALB, and Route53, all managed through Terraform. This work improved service resilience and reduced deployment downtime significantly. I also integrated our new microservices with older .NET-based core banking services, ensuring customers always saw consistent account and profile information regardless of which channel they used.
1. Performance optimization was ongoing. I tuned JVM and database queries, which had a major impact—API response times for fraud and KYC workflows improved by around 40%. I also worked with Cassandra and DynamoDB for large-scale transaction and audit logging, keeping response times low even as data volume grew.
1. Some projects had a strong analytics or compliance angle. I built and maintained ETL pipelines using Spark, Snowflake, Databricks, and Informatica to support AML, risk scoring, and regulatory reporting. I also worked on real-time fraud detection using WebFlux and ML-based anomaly checks.
1. Security was always a priority. I implemented OAuth2, JWT, and Spring Security for authentication, and I followed NIST and FMEA practices when reviewing API risks or designing new features. For digital banking UI updates, I built reusable Angular components to help keep the user experience consistent across regions’ online banking modules.
1. On the platform engineering side, I helped the team adopt tools like GitHub Copilot and Amazon CodeWhisperer in a responsible way. Setting them up properly ended up speeding up PR cycles by 25% and reducing defects. I also built a small internal GitHub automation tool that handled labels, changelogs, and CI checks, cutting repetitive work for engineers.
1. Finally, I supported mobile integrations by building GraphQL and REST APIs for Regions’ iOS app, including FaceID/TouchID and push notifications. This made the customer experience smoother and more modern across devices.
Java Full Stack Developer | Colorado Department of Public Health & Environment, Denver, CO. August 2024 - May 2025
1. Built healthcare applications using Spring Boot microservices, React 17, and Angular 14 on Azure Kubernetes Service that serve 50,000+ doctors and healthcare providers, processing 2 million patient records daily with 99.95% uptime while meeting HIPAA compliance requirements and reducing patient check-in time from 15 minutes to 9 minutes
1. Created APIs following HL7 FHIR R4 and HL7 v2 healthcare standards using RESTful services, GraphQL, and HAPI FHIR library that connect 8 different hospital systems including Epic, Cerner, lab systems, and pharmacies, reducing data synchronization time from 24 hours to real-time (under 5 seconds) and processing 500,000+ HL7 messages daily with 99.9% accuracy
1. Set up Azure-based system using Docker, Kubernetes (AKS), Azure Service Bus for messaging, and Cosmos DB that automatically scaled to handle 200% more patients during COVID-19 surge (growing from 30,000 to 90,000 daily appointments) while keeping page load times under 3 seconds and reducing cloud costs by 20%
1. Automated deployments using Jenkins, GitLab CI/CD, terraform for infrastructure setup, and Ansible for configuration, going from releases every 2 weeks to daily releases with 99% success rate, automated rollback when needed, zero HIPAA violations, and reduced environment setup time from 2 days to 30 minutes
1. Added security features using Spring Security, OAuth2, JWT tokens, Azure Active Directory for authentication, Azure Key Vault for storing passwords, and AES-256 encryption for sensitive data, passing SOC 2 Type II and HITRUST audits with zero major issues while protecting 10 million patient records and reducing unauthorized access attempts by 92%
1. Set up monitoring using Prometheus for metrics, Grafana for dashboards, ELK Stack for logs, Azure Monitor, and Application Insights, creating 30+ custom dashboards that helped identify problems and reduce API response time by 45% from 1.2 seconds to 660ms and achieve 15-minute average time to detect issues
1. Built prediction models using Python, TensorFlow, Scikit-learn, XGBoost, Azure Machine Learning, and MLflow to forecast which patients might be readmitted to hospital and which appointments would be no-shows, improving care coordination by 28% and reducing no-shows from 22% to 4% (18% reduction) with 87% accuracy in predicting 30-day readmissions
Java Full Stack Developer | Costco, Dallas, TX                                                 November 2021 - July 2023
1. During my time at Costco, I worked on several high-traffic retail and e-commerce systems that had to remain fast, stable, and reliable—especially during major demand spikes like holiday sales and Black Friday. My role blended frontend, backend, and cloud responsibilities, with a constant focus on performance, customer experience, and system resilience.
1. I regularly delivered features within Agile/Scrum teams and followed TDD practices, which helped us keep the quality high even as we shipped updates quickly. One of my major contributions was designing modular Micro Frontends using Angular 14. This structure allowed different parts of Costco’s online storefront—like product catalog pages, checkout flows, and membership sections—to be updated independently without impacting the entire site.
1. On the backend, I built and optimized Spring Boot REST microservices tied into Kafka, which supported real-time order processing and ensured Costco maintained a 99.9% SLA for critical operations like fulfillment, stock updates, and customer transactions. I also improved UI performance—through lazy loading, caching strategies, and API optimizations—which resulted in a 43% boost in page responsiveness for shoppers.
1. For infrastructure, I helped automate Costco’s AWS environment using Terraform, provisioning services such as EC2, S3, RDS, and Lambda. This automation made deployments faster, more predictable, and easier to scale during peak shopping periods. I also contributed to Spark 3.x batch and streaming pipelines used for real-time inventory monitoring, demand trends, and operational analytics.
1. Security and customer data protection were core priorities. I implemented Angular route guards and secure API integrations to protect sensitive member information and ensure smooth, error-free checkout experiences. I also worked closely with the data teams, integrating Java services with Informatica PowerCenter to support billing workflows, supplier reporting, and financial reconciliation.
1. On the front-end side, I focused heavily on user experience—building responsive layouts with HTML5, CSS3, and modern JavaScript that performed consistently across browsers and devices. On the data layer, I tuned queries and optimized access patterns using Spring JPA, AWS RDS, and DynamoDB, which was crucial given Costco’s product volume and transaction scale.
1. I also strengthened testing reliability by automating GraphQL API testing with Karate and Rest Assured, which reduced manual QA time and increased confidence before major deployments. Our development process ran through Bitbucket, JIRA, and Gradle, and I helped streamline builds and team collaboration across multiple engineering squads.
1. Finally, I was heavily involved in performance tuning and production troubleshooting, ensuring that shoppers experienced smooth and uninterrupted service—even during intense traffic periods. This included quickly diagnosing faults, resolving bottlenecks, and coordinating patches during urgent retail events.

Java Developer | Hanover Insurance Group, Worcester, MA                       May 2019 - October 2021
1. At Hanover Insurance, I worked across several core insurance platforms where the main focus was improving the performance, accuracy, and reliability of systems used for policies, claims, underwriting, billing, and customer self-service. Much of my work centered around enhancing both backend microservices and the agent/customer-facing applications.
1. I built and enhanced Spring Boot 2.6 microservices integrated with Kafka, powering real-time policy updates, claims notifications, and customer communication flows. These services helped ensure agents and policyholders received updated information instantly—critical for quote generation, FNOL processing, and policy servicing.
1. On the UI side, I created dynamic, responsive interfaces using React 17, Redux, and Material-UI, along with Angular Material where needed, to support internal agent portals and customer dashboards. These tools helped agents manage policies more efficiently and allowed customers to self-serve for tasks like coverage updates, payments, and claims tracking.
1. Cloud enablement was a key part of the role. I deployed several applications on AWS (EC2, S3, RDS, Lambda) to improve scalability and availability, especially during peak quoting and renewal cycles. I also developed Python integrations for data transformation and analytics to support underwriting decisions, risk scoring, and financial reporting.
1. In DevOps, I built and maintained CI/CD pipelines in Jenkins, integrating Terraform to automate infrastructure and support smooth blue-green deployments. This minimized downtime and helped deliver features faster to both agents and customers.
1. For the data side, I optimized Spark jobs to handle large volumes of insurance data—policy histories, claims datasets, premium calculations—which improved processing speed and system reliability. I also designed and tested GraphQL APIs with schema validation and mutation testing to securely expose customer and policy data to various frontend modules.
1. Architecturally, I contributed to building a Micro Frontend (MFE) framework so that policy, claims, and billing modules could be deployed independently. For resilience, I implemented Hystrix for circuit breaking, Eureka for service discovery, and Ribbon for load balancing across Hanover’s distributed insurance microservices.
1. I collaborated closely with QA teams and automated much of the API testing using Karate and Rest Assured, improving reliability and compliance for regulated insurance workflows. Tools like Git/GitHub, JIRA, and Gradle helped maintain consistent collaboration across multiple cross-functional teams.
1. Throughout my time at Hanover, I monitored system performance, tuned slow operations, and worked proactively to maintain low-latency quoting and fast policy updates—an essential part of delivering a smooth digital experience for both customers and agents in the highly competitive insurance sector. 
Java Developer | Verizon, Dallas, TX                                                                        May 2019 - October 2021
1. During my time at Verizon, I contributed to several large-scale telecom platforms that support billing, CRM operations, mobile plan provisioning, and real-time network usage insights. Much of my work involved modernizing legacy systems, improving data flow between high-volume telecom services, and enhancing the digital experience for millions of Verizon customers.
1. I built and enhanced Spring Boot microservices integrated with Apache Kafka, which powered high-volume messaging between Verizon’s billing, CRM, and provisioning systems. These services handled critical workloads such as customer plan updates, usage notifications, and device provisioning, ensuring accuracy and speed across distributed systems.
1. One of my major contributions was helping modernize legacy COBOL logic into Java 8, which drastically improved maintainability and reduced provisioning times from hours to minutes—a major win for both customer experience and backend operations.
1. I developed Node.js APIs for self-service portals that supported common flows like mobile plan upgrades, add-on purchases, and real-time account management. To improve data querying for dashboards, I optimized GraphQL queries and resolvers, making telecom usage analytics load faster and more efficiently.
1. I also introduced a Micro Frontend (MFE) architecture that allowed Verizon to deploy customer account, billing, and plan management modules independently—supporting their need for rapid feature rollouts without service disruptions.
1. On the UI side, I worked with React, Redux, Saga, Angular 8, and D3.js to build intuitive dashboards for network usage, customer insights, and performance monitoring. These tools helped visualize real-time data from various network nodes and supported internal decision-making.
1. In the data layer, I developed and maintained Airflow DAGs for ETL workflows that processed massive amounts of Call Detail Records (CDRs) and usage logs from multiple regional networks. These pipelines ensured up-to-date insights for billing accuracy, fraud detection, and network analytics.
1. I also worked hands-on with AWS (EC2, S3, RDS, Lambda), ensuring that multiple telecom microservices remained scalable and resilient. On the mobile platform side, I built REST and GraphQL integrations to enable real-time mobile plan updates and device management features directly from the customer app.
1. To enhance customer experience, I implemented push notifications (APNs) for outage alerts, billing reminders, and promotional messages. I also developed offline-first features using Core Data so customers could access essential information like billing history even without internet access.
1. Security was a key focus, and I integrated Verizon’s internal identity systems with Face ID/Touch ID for secure app authentication. I also managed the App Store release cycle, including packaging, TestFlight distribution, and pre-release approvals.
1. On the analytics side, I built Snowflake data models for telecom revenue, customer behavior, and usage trends, ensuring secure access through role-based permissions. For deployment and DevOps, I automated CI/CD workflows using Jenkins, Terraform, Docker, and Kubernetes, supporting Verizon’s multi-cloud rollout strategies.
1. I also ran extensive performance, load, and stress testing using LoadRunner and JMeter to simulate millions of concurrent subscriber actions—helping ensure the reliability of high-traffic systems during peak loads. Throughout the project, I collaborated closely with QA teams to resolve backend and mobile app defects, maintaining high customer satisfaction and platform stability.
Java Developer | American Airlines, Dallas, TX                                                May 2019 - October 2021
1. At American Airlines, I worked on several mission-critical systems that support real-time flight operations, booking workflows, reservation management, and passenger communication. My focus was on modernizing backend services, improving system reliability, and ensuring that flight and booking data flowed smoothly across high-traffic airline platforms.
1. I developed and deployed Spring Boot microservices (Java 8+) integrated with REST APIs and Apache Kafka, enabling real-time updates for flight bookings, reservation changes, and passenger notifications. These services played a major role in keeping operational data synchronized across booking engines, check-in systems, and customer-facing applications.
1. I made extensive use of Java 8 features—including lambdas, Streams, and Optional—to optimize performance in processing large volumes of booking and operational data. For resiliency, I implemented Hystrix for circuit breaking and Ribbon for client-side load balancing, helping ensure high availability of critical airline systems even during peak travel seasons.
1. On the data access side, I used Spring JPA for CRUD operations and integrated GraphQL testing into CI/CD pipelines, improving how securely and efficiently passenger data could be retrieved and validated. I also contributed to the migration of legacy monolithic systems into microservices and Micro Frontend (MFE) architectures, making American Airlines’ digital properties more modular, scalable, and easier to maintain.
1. For cloud operations, I managed AWS components including S3, Lambda, and DynamoDB, supporting the delivery of backend services with strong availability and performance. I automated data ingestion pipelines using a combination of Kafka, AWS Lambda, Databricks, and Snowflake Streams to ensure near real-time visibility into booking activity, schedule changes, and passenger trends.
1. I built Spark Streaming jobs to identify fraudulent booking activity and detect anomalies in real time—critical for both revenue protection and operational planning. I also developed and tested enterprise APIs using Postman and SoapUI, making sure integrations between booking engines, payment systems, and CRM tools were reliable and compliant.
1. To improve deployment speed and consistency, I containerized services with Docker and orchestrated them using Kubernetes, enabling rapid promotions across development, staging, and production environments. I also created and maintained MongoDB, Hive, and SQL databases for storing passenger data, flight schedules, and operational analytics, automating backend processes through Node.js where needed.
1. Throughout my time at American Airlines, I collaborated closely with QA teams to diagnose issues, maintain stability during peak travel periods, and ensure frictionless experiences for both passengers and airline staff. I also assisted with CI/CD pipeline optimization, repository management, and environment setup to ensure smooth, predictable deployment cycles across engineering teams.
Java Developer| Pacific Gas and Electric, Walnut Creek, CA                                         Mar14 – Jan 2016 
1. At Pacific Gas & Electric (PG&E), I worked on several mission-critical applications that supported daily operations for electric and gas services across large service territories. My work spanned the full software development lifecycle and helped improve grid reliability, outage visibility, asset management, and overall customer service.
1. I led development efforts in Agile/SCRUM teams, handling everything from requirements and design to coding, testing, and deployment of high-availability utility applications. I designed and built J2EE and Spring Boot services, using Hibernate and Spring Templates to create scalable, reliable architectures capable of handling high-volume utility data.
1. I created UML class and sequence diagrams to help engineering and operations teams better understand system behavior, especially for applications that supported outage alerts, maintenance scheduling, and service restoration.
1. A large part of my role involved creating RESTful APIs with Spring Boot and Jersey to facilitate secure data exchange between different utility systems—asset management, grid operations, workforce management, and customer portals.
1. I also helped develop GIS-enabled dashboards using React/Angular integrated with ArcGIS REST APIs. These dashboards allowed field crews and operations teams to visualize real-time outage maps, gas pipeline conditions, vegetation management zones, and maintenance schedules, greatly improving operational decision-making.
1. To support geospatial and meter-level analytics, I implemented spatial ETL workflows using FME and Apache Airflow, syncing large datasets between Oracle, Azure Data Lake, and ArcGIS Online. These pipelines ensured grid, meter, and asset data stayed accurate and up-to-date for downstream analytics.
1. I built analytics pipelines on Azure Data Lake and Azure Synapse for high-volume utility transaction processing—including meter readings, outage events, gas flow data, crew dispatch records, and billing-related transactions. I also orchestrated metadata-driven ETL processes using Apache Airflow on Azure, increasing automation and reliability across the data stack.
1. On the cloud side, I managed various Azure IaaS and PaaS services, including VM provisioning, App Services, Azure SQL Database, and Storage Accounts, enabling secure and stable deployments for critical utility workloads.
1. To support complex reporting and billing processes, I optimized Snowflake queries, monitored warehouse costs, and fine-tuned performance for electricity and gas usage analytics. I also built a Micro Frontend (MFE) architecture using React, Redux, and Material-UI, enabling modular updates to PG&E’s dashboards and customer-facing applications.
1. On the UI side, I developed responsive components using Angular.js, Bootstrap, and JavaScript to make internal tools and customer applications easier to use for both field employees and customers.
1. I created and optimized SQL stored procedures and queries in Azure SQL Database and Oracle 12c, supporting tasks such as meter data processing, outage insights, and billing validations. I also designed Spring Batch jobs for recurring utility processes like meter reads, outage notifications, and daily operational reporting.
1. To support communication across distributed services, I managed messaging systems with JMS and Azure Service Bus, ensuring reliable data flow across microservices.
1. I played a key role in 24/7 operational stability by providing production support, incident resolution, and root-cause analysis for critical gas and electric systems. Using ServiceNow, Azure Monitor, and Dynatrace, I proactively monitored system health and reduced downtime during peak operations.
1. Lastly, I automated CI/CD pipelines using Jenkins and Azure DevOps, ensuring seamless deployments for development, staging, and production across PG&E’s enterprise environments.

EDUCATION
Master of Science in Computer and Information Sciences | GPA: 3.9/4.0
Southern Arkansas University | Magnolia, Arkansas, USA | August 2012 - Dec 2013
image1.png




image2.png




